
• Facial motion capture systems tend to be expensive and require detailed setup, 

facilitating a need for lightweight, unobtrusive, affordable options, while 

minimizing losses in accuracy and precision.

• Assessing current market options yields ARKit (Apple) and ARCore (Android).

• ARKit offers more detailed facial tracking in the form of 52 blendshapes and has 

expansive engine and developer support (Unity’s AR Foundation, Unreal Engine’s 

AR Platforms, iOS’ Live Link Face, etc.).

• While unmodified head tracking appears reasonable, eye tracking is subpar to a 

point of notable difficulty (Abbaszadegan et al., 2018).

• How can we assess ARKit’s head and eye measurement accuracy?
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Purpose
• Train a neural network using sufficient supplementary information within ARKit’s internal 

data collection to improve eye tracking quality in a way that can be easily deployed.

• Use external ground truth data and ARKit’s internal head tracking data to improve 

its eye tracking data.

• Two experiments were performed to develop this model. Our initial paradigm (2024 poster) 

demonstrates learnable offsets but has a small capture area.

• Our second paradigm (2025) captures face data from all points ARKit is capable of. 

Rather than limiting ourselves to capturing points on a device screen, we collect a much 

larger training set, in addition to formalizing the physical bounds of ARKit’s tracking 

capability.

Participants (2025)

• N = 30

• 66% female

• Age = 18-58

• Normal or corrected-to-normal vision

Apparatus

• Ground Truth

• Eye gaze data collected using Pupil Labs’ Neon glasses (stable 200Hz).

• Head pose measured using OptiTrack motion capture (stable 120Hz).

• ARKit reports its own metrics of eye gaze data and head pose, alongside facial 

blendshapes (unstable ~60Hz).

• Data was synchronized in post using cross correlation on head angular velocity 

and gaze angular velocity (Neon glasses also report gyroscope data).

Network

• Head pose and gaze direction from ARKit is used as model input and OptiTrack 

Motive (head pose) and Pupil Labs’ Neon (gaze) are used as ground truth targets.

• Synchronized data is transformed via Motive and ARKit into the participant’s head 

coordinate space, and gaze direction is represented using the horizontal coordinate 

system (azimuth & elevation angles) for smoother learning.

Methods
Procedure and Design

• A participant and confederate (1 of 3) 

are equipped with Neon glasses, 

standing ~2m apart, an iPhone 15 

Pro suspended between them, facing 

the participant.

• Both engage in calibration exercises 

modifying only the XY, XZ, and YZ 

orientations of their head (5 min), 

then normal conversation (20 min), 

ending with guided fixations; 

confederate instructs participant to 

fixate on various locations in the 

room during conversation (5 min).

• To filter for most reliable ground truth data, raw gaze direction from Neon was ignored, instead fixation data was used, given preference due to Neon’s useful filtering and network 

applied to fixation calculation. Fixations were provided as 2D points in pixel coordinates, so were converted to 3D rays, accounting for fisheye distortion.

• Eye locations were averaged for cyclopean representation, and one fixation-informed gaze ray was used as a proxy for independent eye gaze vectors.

• 3D fixation locations were not considered, instead opting solely for minimizing angular discrepancy of reported gaze between ARKit and Neon.

Figure 1. 2024 paradigm for comparison; 

all eye gaze limited to iPad screen (12.9’).

Figure 2. 2025 paradigm; confederate (P1), participant (P2), 

and iPhone depicted recording an eye contact event.
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Figure 3. Network overview.

2D = gaze direction as azimuth & elevation.

• Depicted in figures 4-9 is the raw gaze direction 

reported by Neon (pink) and by ARKit (green) from 

one session before any model training, in addition to 

the reported head pose, depicted by the glasses 

model (Neon) and face model (ARKit).

• There are immediately noticeable discrepancies 

between gaze direction, but there are also 

discrepancies between the reported position of the 

participant’s face as sheer viewing conditions are 

reached (Fig. 6). Empirically, this is worse in vertical 

conditions than horizontal. This is the largest non-gaze 

component impacting the model’s offset correction.

Figure 4. Near-origin viewing condition.

Gaze directed intersecting the iPhone 

has a 0-2° discrepancy from 1m away.

Ideal conditions.

Figure 5. Sheer-horizontal viewing condition.

Gaze directed beside the iPhone has up to 

~44.3° discrepancy within trackable head 

angles from 1m away.

Figure 6. Sheer-vertical viewing condition.

Gaze directed above and below the iPhone 

has up to ~54.8° discrepancy within trackable 

head angles from 1m away.

Figure 7. Out-of-bounds viewing condition.

Head angles beyond ~67.3° left or right and 

~46.7° up or down are unstable for tracking.

• The model depicts very similar trends to our 2024 experiment, showing a consistent and learnable offset of gaze direction that diffuses along a gradient away from the ARKit 

camera origin. Last year’s capture was insufficient in detecting significant changes, but this paradigm highlights favourability along the horizontal gradient, and vertical imbalance.

• There is a great deal of room for improvement. Currently none of the 52 blendshapes are being used by the model, 14 of which are directly linked to the eyes, and will very likely 

assist with model discrepancies during blinks, squinting, and sheer gaze angles. These blendshapes additionally encode information about idiosyncratic differences in head shape, 

which is promising to improving model generalizability.

• Likewise, the 1,220-point mesh is not used either. While an analogous face representation to that of the blendshapes, near-eye vertices may contain useful model information.

Figure 11. 2024 paradigm results. Learnable 

offset away from camera (at top middle edge).

Figure 10. 2025 paradigm results. Accuracy heatmap for one session before and after 

model training. 73.1-96.4% accuracy improvement, limited by viewing angle conditions.

Figure 8-9. Cross correlation 

timeline synchronization confidence 

example from one session.
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